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Compile-time optimizations generally improve program performance. Nevertheless, degradations
caused by individual compiler optimization techniques are to be expected. Feedback-directed op-
timization orchestration systems generate optimized code versions under a series of optimization
combinations, evaluate their performance, and search for the best version. One challenge to such
systems is to tune program performance quickly in an exponential search space. Another challenge
is to achieve high program performance, considering that optimizations interact. Aiming at these
two goals, this article presents an automated performance tuning system, PEAK, which searches
for the best compiler optimization combinations for the important code sections in a program. The
major contributions made in this work are as follows: (1) An algorithm called Combined Elimina-
tion (CE) is developed to explore the optimization space quickly and effectively; (2) Three fast and
accurate rating methods are designed to evaluate the performance of an optimized code section
based on a partial execution of the program; (3) An algorithm is developed to identify important
code sections as candidates for performance tuning by trading off tuning speed and tuned program
performance; and (4) A set of compiler tools are implemented to automate optimization orches-
tration. Orchestrating optimization options in SUN Forte compilers at the whole-program level,
our CE algorithm improves performance by 10.8% over the SPEC CPU2000 FP baseline setting,
compared to 5.6% improved by manual tuning. Orchestrating GCC O3 optimizations, CE improves
performance by 12% over O3, the highest optimization level. Applying the rating methods, PEAK
reduces tuning time from 2.19 hours to 5.85 minutes on average, while achieving equal or better
program performance.
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1. INTRODUCTION

Compiler optimizations generally yield significant performance improvements
in many programs on modern architectures. Nevertheless, the potential for per-
formance degradation in certain program patterns is known to compiler writers
and many programmers. The state of the art is to let programmers deal with
this problem through compiler options. For example, a programmer can switch
off an optimization after finding that it causes performance degradation. The
presence of these options reflects the inability of today’s compilers to make
the best optimization decision at compile time. In this article, we refer to this
process of finding the best optimization combination for a target program as
optimization orchestration. The large number of compiler optimizations, the
subtle interactions between optimizations, the sophistication of computer ar-
chitectures, and the complexity of the program itself make this optimization
orchestration problem difficult to solve.

Our PEAK system automates the optimization orchestration process in a fast
and effective way. It consists of a few run-time and compile-time subsystems
with the goal of finding effective optimization settings for important code seg-
ments of an application. PEAK employs a profiling system to create a call graph
and to identify these important code segments, which we call tuning sections.
For each tuning section, PEAK uses a fast and effective search technique to
determine the best set of optimization flags with which to compile. Because the
search technique needs to fairly compare the effectiveness of one optimization
vector against another, this article presents accurate rating methods as well.

In more detail, PEAK generates a series of experimental versions, compiled
under different optimization combinations, for each tuning section. The per-
formance of each experimental version is rated based on a partial execution of
the program, that is, a few invocations of the tuning section during a training
run of the program. An orchestration algorithm chooses a sequence of experi-
mental optimization combinations, based on these ratings, until performance
returns diminish. Finally, the tuned versions of all segments are combined for
the production run of the program.

To achieve the two goals of high program performance and fast tuning speed,
this article develops fast and effective orchestration algorithms for empirically
searching the optimization space [Pan and Eigenmann 2006]. It also presents
fast and accurate rating methods to speed up performance evaluation [Pan and
Eigenmann 2004b]. Compiler tools are implemented to analyze and to instru-
ment the target program automatically.

Figure 1 shows the steps of our envisioned performance tuning scenario.
Steps (1) to (4) are taken before tuning to construct a tuning driver for a given
program. In these steps, our compiler analyzes and instruments the source
code, selecting candidates for performance tuning and applying accurate rating
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|(1) Tuning Section Selection (TSS)

|

|(2) Rating Method Analysis (RMA) |
v

|

Pre-Tuning
|(3) Code Instrumentation (CI)
|(4) Driver Generation (DG) |
I(S) Performance Tuning (PT) | } During Tuning

|(6) Final Version Generation (FVG) | } Post-Tuning

Fig. 1. Work flow of the PEAK system: Compile-time pre-tuning steps identify the important
program sections to be tuned and suitable methods for comparing the measured performance. The
actual tuning, through empirical search, happens during an offline execution, similar to a profile
run. The individually optimized tuning sections are combined in a post-tuning step.

methods. During performance tuning at Step (5), the tuning driver continually
runs the program under a training input until the best version is found for
each tuning section. In this step, the system dynamically generates and loads
optimized versions, and rates these versions. After tuning, in Step (6), each
tuning section is compiled under its best optimization combination and linked
to the main program to generate the final tuned version.

This article makes the following specific contributions:

(1) An optimization orchestration algorithm is developed to explore the opti-
mization space fast and effectively. This algorithm achieves equal or better
performance than related algorithms, but with less tuning time (57% of the
closest alternative) [Pan and Eigenmann 2006].

(2) Three accurate and fast performance rating methods based on a partial exe-
cution of the program are designed to improve rating accuracy and to reduce
tuning time. These rating methods reduce tuning time from several hours
to several minutes, while achieving equal or higher program performance.

(3) An algorithm to select important code segments as candidates for perfor-
mance tuning is presented. The selected tuning sections cover most of (typ-
ically more than 90% of) the total execution time. Each of them is invoked
many times (typically several hundreds) in one run of the program. A high
execution time coverage leads to high program performance; a large num-
ber of tuning-section invocations leads to fast tuning, because it means that
many optimized versions can be experimented in one run of the program.

(4) An automatic performance tuning system via optimization orchestration
is implemented. The PEAK compiler analyzes and instruments the source
program before the tuning phase. The PEAK runtime system explores the
optimization space and evaluates the performance of optimized versions
automatically.

(5) Optimization orchestration performance is measured and analyzed com-
prehensively for GCC and the SUN Forte compiler, with a focus on GCC.
The experiments are done for SPEC CPU2000 benchmarks on a Pentium 4
machine and a SPARC II machine.
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The remainder of this article is organized as follows. Section 2 presents a
fast and effective orchestration algorithm named Combined Elimination (CE).
Section 3 shows fast and accurate rating methods to evaluate the performance
of optimized tuning-section versions based on a partial execution of the pro-
gram. Section 4 develops an algorithm for selecting the important code sec-
tions in a program as tuning sections. Section 5 shows the design of our PEAK
system, which tunes program performance at tuning-section granularity. Sec-
tion 6 evaluates PEAK in terms of tuning time and tuned program performance.
Section 7 discusses related work. Section 8 concludes this article.

2. A FAST AND EFFECTIVE OPTIMIZATION ORCHESTRATION ALGORITHM

Today’s compilers have evolved to the point where they present to program-
mers a large number of optimization options. For example, GCC compilers in-
clude 38 options, roughly grouped into three optimization levels, O1 through
03. On the other hand, compiler optimizations interact in unpredictable man-
ners, as many have observed [Chow and Wu 1999; Kisuki et al. 1999; Pan and
Eigenmann 2004a; Pinkers et al. 2004; Triantafyllis et al. 2003]. How do we
search for the best optimization combination for a given program in order to
achieve the best performance? We call this process optimization orchestration,
and this section aims at developing a fast and effective algorithm to do so. In
Section 2.1, we develop a feedback-directed algorithm, Combined Elimination
(CE), to orchestrate on-off options. All the GCC O3 optimization options are of
this on-off type. In Section 2.2, we extend the algorithm to handle multivalued
options. One example of a multivalued option is the “-unroll” option in SUN
Forte compilers [Sun 2000], which takes an argument indicating the degree of
loop unrolling.

2.1 The CE Algorithm to Tune On-Off Options

Focusing on on-off options, similar to several of the other papers [Chow and Wu
1999; Pan and Eigenmann 2004a, 2004b; Pinkers et al. 2004], we define the
goal of optimization orchestration as follows:

Given a set of compiler optimization options {F1, Fs, ..., F,}, find the com-
bination that minimizes the program execution time. Each option F; has two
possible values: on and off. (Here, n is the number of optimizations.)

We first develop two simple feedback-directed algorithms: (1) Batch Elim-
ination (BE) identifies harmful optimizations and removes them in a batch.
(2) Iterative Elimination (IE) successively removes harmful optimizations.
Based on the above two algorithms, we design our final algorithm, Combined
Elimination (CE). In our previous paper [Pan and Eigenmann 2006], we applied
these algorithms to tune program performance at the whole-program level.
In this article, we will apply CE at the tuning-section level, using the PEAK
system.

2.1.1 Batch Elimination (BE). The idea of Batch Elimination (BE) is to
identify the optimizations with negative effects and turn them off all at once.
The negative effect of one optimization, F;, can be represented by its Relative
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(1) Compile the code under the baseline B = {F; = on, Fy = on, ..., F,, = on}. Execute the gener-
ated version to get the baseline rating Tg.

(2) For each optimization F;, switch it off from B and compile the code, execute the generated
version to get T'(F; = off ), and compute the RIPg(F; = off) according to Equation (2).

(3) Disable all optimizations that cause performance degradation, i.e., whose RIPs are negative,
to generate the final, tuned version for the code.

Fig. 2. Pseudo-code of batch elimination.

Improvement Percentage (RIP), RIP(F;), which is the relative performance
difference of the two versions with and without F;, T'(F; = on) and T'(F; = of)).
RIP(F;) can be computed according to Eq. (1).

T(F; = off) — T(F; = on)
T(F; =on)

Ifthe orchestration algorithm is applied at the whole-program level, T'(F; = off)
is the execution time of the whole program with F; turned off; if the algorithm
is applied at the tuning-section level, T'(F; = off) is the rating generated based
on the execution times of a few invocations to the tuning section compiled with
F; turned off. (We will discuss the rating methods in detail in Section 3.)

BE switches on all optimizations as the baseline. The performance improve-
ment by switching off F; from the baseline B relative to the baseline perfor-
mance can be computed by Eq. (2).

x 100%. (D

RIP(F;) =

T(F; =off) - Ts
Ty

If RIPg(F; = off) < 0, the optimization F; has a negative effect. BE eliminates

the optimizations with negative RIPs in a batch to generate the final, tuned

version. This algorithm has a complexity of O(n), where n is the number of
optimizations. Figure 2 lists the pseudo-code.

RIPy(F; = off) = x 100%. (2)

2.1.2 Iterative Elimination (IE). IE takes the interaction of optimizations
into consideration, using a greedy method. Unlike BE, which turns off all the
optimizations with negative effects at once, IE iteratively turns off one opti-
mization with the most negative effect at a time.

IE starts with the baseline that switches on all the optimizations. After com-
puting the RIPs of the optimizations in accordance with Eq. (2), IE switches
off the one optimization with the most negative effect from the baseline. This
process repeats with all remaining optimizations, until none of them causes
performance degradation. The complexity of IE is O(n?). Figure 3 shows the
pseudo-code.

2.1.3 Combined Elimination (CE). CE, our final algorithm, combines the
ideas of the two algorithms just described. It has a similar iterative structure
as IE. However, in each iteration, CE applies the idea of BE. After identifying
the optimizations with negative effects, in each iteration, CE tries to eliminate
these optimizations one by one in a greedy fashion.

We have shown in Pan and Eigenmann [2006] that IE achieves better pro-
gram performance than BE, since IE considers the interaction of optimizations
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(1) Let B be the baseline optimization combination. Let S be the set of optimizations forming the
search space. Initialize these two sets: S = {F,Fy,...,F,} and B = {Fy =on,Fy =on, ...,
F, =on}.

(2) Compile and execute the code under the baseline setting to get the baseline rating T'p.

(3) For each optimization F; € S, switch F; off from B and compile the code, execute the generated
version to get T'(F; = off ), and compute the RIP of F; relative to the baseline B, RIPg(F; = off),
according to Equation (2).

(4) Find the optimization F), that causes the most performance degradation, i.e., whose RIP has
the most negative value. Remove F, from S, and set F, to off in B.

(5) Repeat Steps (2), (3) and (4) until all options in S have non-negative RIPs. B represents the
final optimization combination.

Fig. 3. Pseudo-code of iterative elimination.

(1) Let B be the baseline optimization combination. Let S be the set of optimizations forming
the search space. Initialize these two sets: S = {Fy,Fs,...,F,} and B = {F; = on, Fy =
on,...,F, =on}.

(2) Compile and execute the code under the baseline setting to get the baseline rating T’z.

(3) Measure the RIPg(F; = off) of each optimization option F; in S relative to the baseline B.

(4) Let X = {X1,X9,...,X;} be the list of optimization options with negative RIPs. These op-
timizations cause performance degradation. X is sorted in an increasing order, i.e., the first
element, X1, causes the most degradation. Remove X from S and set X to off in B. (B is
changed in this step.) For i from 2 to [,

(a) Measure the RIP of X; relative to the baseline B.
(b) If the RIP of X; is negative, i.e, X; causes performance degradation, remove X; from S
and set X; to off in B.

(5) Repeat Steps (2), (3), and (4) until all options in S have non-negative RIPs. B represents the

final optimization combination.

Fig. 4. Pseudo-code of combined elimination.

using a greedy method. But, when the interactions have only small effects,
BE may perform close to IE and more quickly provide the solution. CE takes
the advantages of both BE and IE. When the optimizations interact weakly,
CE eliminates the optimizations with negative effects in one iteration, just like
BE. Otherwise, CE eliminates them iteratively, like IE. As a result, CE achieves
both good program performance and fast tuning speed. CE has the complexity
of O(n?). The pseudo-code is listed in Figure 4.

2.2 The GCE Algorithm to Tune Multi-Valued Options

Generally, to tune multivalued options, the optimization orchestration problem
can be described as follows:

Given a set of optimization options {F1, Fo, ..., F,}, where each F; has K;
possible values {V; ;, j = 1..K;} (i = 1..n), find the combination that minimizes
the program execution time. (Moreover, one F; can actually contain multiple
optimizations that have a high possibility of interaction; the possible values of
this F; are all possible combinations of the values of the two optimizations.)

We name our algorithm to handle multivalued options General Combined
Elimination (GCE). GCE has an iterative structure similar to CE with a few
extensions. The initial baseline of GCE is the default optimization setting used
in the compiler. In each iteration of GCE, all nondefault values of the remaining
options in the search space S are evaluated; for each of these options, GCE

ACM Transactions on Programming Languages and Systems, Vol. 30, No. 3, Article 17, Publication date: May 2008.



PEAK—Fast and Effective Performance Tuning System . 17:7

(1) Let B be the baseline option setting. Let S be the set of optimizations forming the search
space. Initialize B={ Fy = f1, Fo = fo, ..., Fy, = fn | fi is the default value of option F; } and
S ={Fy,Fy,...,F,}.

(2) Measure the RIPs of all the non-default values of the options in S relative to the baseline B,
thatis, RIPg(F; = V; j)s.t. F; € S and V; j # f;. The definition of RIP is the same as in Eq. (2).

3) Let X = {X1 = x1,X2 = x9,...,X; = x7} be the list of options with negative RIPs and x;
have the most negative RIP among the possible values of option X ;. This means that X1 = x1,
X9 = x9, ..., and X; = x; improve the baseline performance, and value x; has the best
performance among all the possible values of Option X; (i = 1..). X is sorted in an increasing
order, that is, the first element in X, X 1, has the best performance among X;(i = 1../). Remove
X1 from S and set X1 in B to be x;. (B is changed in this step.) For i from 2 to /,
(a) Measure RIPp(X; = x;).
(b) Ifitisnegative,i.e., setting X; = x; achieves better performance than the baseline, remove

X, from S and set X; in B to be x;.

(4) Repeat Step (2) and Step (3) until all options in S have non-negative RIPs. B represents the

final option setting.

Fig. 5. Pseudo-code of general combined elimination.

records the value causing the most negative RIP, which is computed according
to Eq. (2); GCE tries to apply these recorded values of the options with these neg-
ative RIPs one by one in a greedy fashion just like CE. When none of the remain-
ing options in S has a value improving the performance, GCE gives the final
optimization setting for the program. GCE has a complexity of O(X" ,K; x n).
In most cases, O(X | K;) = O(n), so roughly the complexity is still O(n?). (The
techniques developed in Kisuki et al. [2000] could also be included in GCE to
handle options with a large number of possible values, for example, blocking
factors.) The pseudo-code of GCE is shown in Figure 5.

3. FAST AND ACCURATE RATING METHODS

In this article, we tune performance for important code sections of a program,
called tuning sections (T'S). A tuning section is essentially a procedure including
all its callees. We define one invocation of a TS as the total execution of this T'S
during one call to that procedure. To tune a program at this tuning-section level,
we apply the CE algorithm to search for an effective optimization combination
for each TS independently. Noticing that each TS is invoked many (usually
hundreds or thousands of) times, we develop rating methods to evaluate the
performance of one optimized version based on a small number of invocations
of the T'S, called a window. In this way, a partial execution of the program can
be used to rate the performance of an optimized version. It leads to a large
speedup of the tuning process compared to the whole-program tuning, which
uses the total execution time of the whole program to evaluate the performance.

Rating based on a number of invocations of the tuning sections leads to fast
tuning speed, but, the workload may change from one invocation to the next.
Directly averaging the execution times of a number of invocations is not al-
ways accurate. This section presents the rating methods that compare in a
fair way the execution times of the optimized versions under different invoca-
tions. The key ideas of our rating methods are as follows: Context-Based Rating
(CBR) identifies and compares invocations of a tuning section that have the
same workload, in the course of the program run. Model-Based Rating (MBR)
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formulates relationship between different workloads, which it factors into the
comparison. Re-execution-Based Rating (RBR) directly re-executes a tuning sec-
tion under the same input for fair comparison. (In our previous paper [Pan and
Eigenmann 2004b], we have presented automated compiler techniques to ana-
lyze the source code for choosing the most appropriate rating method for each
tuning section.)

The rating methods are applied in an offline performance tuning scenario
as follows. Before tuning, the program is partitioned by our PEAK compiler
into a number of tuning sections. The tuning system runs the program one
or several times under a training input, while dynamically generating and
swapping in/out new optimized versions for each TS. The performance of these
versions is compared using the proposed rating methods. The winning version
will be used in the final tuned program.

3.1 Context Based Rating (CBR)

Context-based rating identifies the invocations to a tuning section that have the
same workload in the course of program execution. The PEAK compiler finds
the set of context variables, which are the program variables that influence the
execution time of the tuning section. For example, the context variables include
the variables that determine the conditions of control regions, such as if or
loop constructs. (These variables can be function parameters, global variables,
or static variables.) Thus, the context variables determine the workload of a
tuning section. We define the context of one TS invocation as the set of values of
all context variables. Therefore, each context represents one unique workload.

CBRrates one optimized version under a certain context by using the average
execution time of several invocations. (Typically, this number is tens of times.)
The best versions for different contexts may be different, in which case CBR
could report the context-specific winners. PEAK makes use of only the best
version under the most important context, which covers most (e.g., more than
80%) of execution time spent in the T'S. This major context is determined by
one profile run of the program. (If a tuning section has no major context or
the number of invocations of the major context is too small, the MBR method
described next is preferred.)

In summary, the rating of a version v, R(v), is computed according to Eq. (3),
where x is the most time-consuming context of version v, T'(i, x) is the execu-
tion time of the ith invocation under context x, and w is the window size, the
number of invocations used to rate one version. Var(v) records the variance of
the measurement.

R = > TG x)/w (3)
i=1l.w

Var(v) = Y (TG,x) — R@)’/w. (4)
i=1l.w

We presented in Pan and Eigenmann [2004b] the compiler analysis to find the
context variables so as to determine the applicability of CBR. The algorithm
traverses each control statement and recursively finds the related variables;
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that is, it finds all of the input variables that may influence the values used in
control statements. All these variables are considered to be context variables.
If there exist one or more nonscalar context variables, there is usually no major
context. So, in this case, CBR is not applicable. Similarly, if the context variable
is floating-point, CBR is not applicable. To reduce the context match overhead
during tuning, we eliminate the runtime constants from the context variable
list. The runtime constant variables are found in the same profile run that
determines the major context.

3.2 Model-Based Rating (MBR)

Model-based rating formulates mathematical relationships between different
contexts of a tuning section and adjusts the measured execution time accord-
ingly. In this way, different contexts become comparable.

The execution time of a tuning section consists of the execution time spent
in all of its basic blocks:

Trs = Y (T, x Cp). (5)

b=1..m

Trs is the execution time in one invocation to the whole tuning section; T} is the
execution time in one entry to the basic block b; and Cj is the number of entries
to the basic block b in the TS invocation; m is the number of basic blocks.

If the numbers of entries to two basic blocks, Cy; and Cye, are linearly depen-
dent on each other in every TS invocation through the whole run of the program,
(that is, Cp; = a * Cpe + B, where o and B are constants), our compiler merges
the items corresponding to these basic blocks into one component. Hence, MBR
uses the following execution time estimation model:

Trs = Y (T, x C). (6)

i=1l.n

Trs consists of several components, each of which has a component count C; and
a component time T;.

During tuning, PEAK collects execution times of a number of invocations
to an optimized version. It gathers a TS-execution-time vector, Y, and a
component-count matrix, C, in which Y (j) is the Trs in the jth invocation
and C(i, j) is the ith component count C; in the jth invocation. Solving the
following linear regression problem yields the component-time vector T

Y=TxC (7)

Here, T = (T, Ty, ..., T),) represents the component-time vector of one partic-
ular version. The version with smaller 7;’s performs better. Hence, MBR may
compare different versions using the rating, R(v), computed based on their T
vectors according to the following equation.

R@W) = Y (T; x Cayg) (8)
i=1l.n
2
Var(w) = Y (Yj — Y (T x cm) Jw. 9)
j=l.w i=1.n
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RBR(TuningSection TS) :
1. Swap Version 1 and Version 2
. Save Modified Input(T'S)
. Run the preconditional version
. Restore Modified Input(T'S)
. Time Version 1
. Restore Modified Input(T'S)
. Time Version 2
8. Return the two execution times

O Uk W

Fig. 6. Re-execution-based rating method.

Caugi 1s the average count of component i during one whole run of the program.
These data are obtained from the profile run. And, w is the number of invoca-
tions to compute the rating. The variance of the rating, Var(v) is the residual
error of this linear regression.

Adding a counter into the code may have side effects on the compiler opti-
mizations. To avoid this, we can require that the value of the counter be deter-
mined before the entry to the tuning section.

If there are many (for example, ten) components in the execution time model,
a large number of invocations need to be experimented in order to perform an
accurate linear regression. MBR would lead to a long tuning time in this case
and so is not applied. Instead, RBR will be applied, which is described next.

3.3 Re-execution Based Rating (RBR)

Figure 6 shows the basic idea of RBR: the input data is saved before each in-
vocation to the T'S (Step (2)), Version 1 is timed (Step (5)), the input is restored
(Step (6)), and Version 2 is executed (Step (7)). These two execution times can be
compared directly to decide which version is better, since both versions are ex-
ecuted with the same input. Suppose that the execution times of these two ver-
sions are Ty,; and T,e. Then, the performance of Version 2 relative to Version 1
is Rv2/v1:

RvQ/vl = Tvl/Tv2- (10)

If Ryg/01 is larger than 1, Version 2 performs better than Version 1. Otherwise,
Version 2 performs worse. For multiple versions, we compare their performance
relative to the same base version. For example, if R,9/,1 is less than R,3/,1,
Version 3 performs better than Version 2. In our tuning system, we use the
average of R, ,3’s across a number of T'S invocations as the rating of Version vx
relative to the base version vb. The rating of v is computed based on Eq. (11),
where w is the number of invocations. Similar to CBR and MBR, we compute
the rating variance Var(v).

R = > Ryw()/w (11)
i=1l.w

Var(w) = Y (Rywp(i) — RW)*/w. (12)
i=1l.w

To improve the rating accuracy, RBR (1) swaps Version 1 and Version 2 at
each invocation, so that their order does not bias the result (Step (1)), and
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Step (2) inserts a preconditional version before Version 1 to bring the used data
into cache (Step (3)). In addition, to reduce the roll-back overhead, RBR saves
and restores only the input variables that are modified in the invocation, the set
of Modified Input(TS), which is the intersection of the input set and def' set of T'S

Modified Input(TS) = Input(T'S) N Def (TS). (13)

Our compiler finds the input variables using a combination of compile-time
and run-time techniques. If it fails to do so during static analysis, for example,
due to complicated memory aliases, our compiler instruments the source code
to get the input during tuning. So, generally, RBR is applicable to all tuning sec-
tions, except the ones that call library functions with side effects, such asmalloc,
free, and I/O operations. Right now, we do not tune these tuning sections. As
future work, these library functions with side effects could be rewritten, so that
their execution can be rolled back. In our experiments, RBR is applicable to all
SPEC CPU2000 FP benchmarks and half of the INT benchmarks.

3.4 The Use of Rating Methods in PEAK

We have presented three rating methods: CBR, MBR and RBR. Context-based
rating (CBR) has the least overhead but is not applicable to code without a major
context. Model-based rating (MBR) works for code without a major context, but
is not applicable to irregular programs. Re-execution-based rating (RBR) can be
applied to almost all programs, however, the overhead is the highest among the
three. Generally, the applicability of these three rating approaches increases in
the order of CBR, MBR and RBR; so does the overhead.

Before tuning, our PEAK compiler divides the target program into several
tuning sections. The original source program is analyzed according to the tech-
niques presented in the previous sections. The details about the compiler anal-
ysis can be found in Pan and Eigenmann [2004b]. After one profile run, the
PEAK compiler finds the major context, if it exists, for CBR, and the execu-
tion time model for MBR. From the static analysis and profile information,
the PEAK compiler decides which applicable rating method should be used for
each tuning section, in the priority order of CBR, MBR and RBR. Again, CBR
is applicable if there is a major context whose execution time is more than 80%
of total execution time spent in the tuning section. MBR is applicable if there
are only a few (less than 10) components in its execution time model. Then,
the PEAK compiler inserts three kinds of instrumentation code into the source
program to construct a tuning driver: (1) code to activate performance tuning;
(2) code to measure the execution times and to trigger the rating methods;
(3) code to facilitate the rating methods, for example, context match code for
CBR and the preconditional version for RBR.

During tuning, the tuning driver generates the rating, R(v), and the rating
variance, Var(v), across a number of TS invocations, which is called a window.
The tuning driver compares R (v) of different versions to know which version is
the best one. In summary, R(v) and Var(v) are computed as follows.

—CBR: Suppose that 7T'(i, x) is the execution time of the ith invocation under
context x. R(v) and Var(v) under context x are the mean and the variance
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of T(i,x),i = 1---w, where w is the window size. They are computed in
accordance with Egs. (3) and (4).

—MBR: R(v) is execution time estimated from the execution time model, and
Var(v) is the residual error of the linear regression. They are computed in
accordance with Egs. (8) and (9).

—RBR: Suppose that R, (i) is the relative performance of version v over base
version vb at the ith invocation. R(v) and Var(v) are the mean and the vari-
ance of R,/,4(i),7 =1...w, in accordance with Egs. (11) and (12).

To improve rating accuracy, the tuning system applies two optimizations:

(1) The tuning system identifies and eliminates measurement outliers, which
are far away from the average. Such data may result from system pertur-
bations, such as interrupts.

(2) The tuning system uses a dynamic approach to determining the window
size. It continually executes and rates a version until the rating variance
Var(v) falls below a threshold. This optimization is applied based on the
observation that Var(v) decreases with increasing size of the window.

4. TUNING SECTION SELECTION

This section deals with the problem of how to select the important code sections
in a program as the tuning sections, in order to achieve fast tuning speed and
high tuned program performance. To do so, tuning sections need to meet the
following requirements.

(1) A tuning section should be invoked a large number of times, for example,
more than 100 times, in one run of the program. A large number of invocations
usually leads to fast tuning. For tuning section 7T'S;, let the average number of
invocations used to rate one optimized version be N1(T'S;), the total number of
invocations to the tuning section be N,(T'S;), the number of optimized versions
rated in one run of the program be N,(T'S;)

N(TS;) = N,(TS;)/N+1(TS,). (14)

So, when the number of invocations N,(T'S;) is large, the PEAK system may
rate a large number of, N,(T'S;), versions in each run of the program, which
means a fast tuning.! If there are multiple tuning sections, the tuning time is
bound by the slowest one. Denote the smallest number of invocations to the
tuning sections as N,,;,.

Npin = mini(N(TS;)). (15)

So, the first requirement for good section selections is to have a large N,,;,.
(2) Tuning sections should cover the largest possible part of the program.

The coverage of the tuning sections is computed based on the execution times.

Denote the time spent in tuning section 7'S; as T;(T'S;), which includes the time

1Although N;(T'S;) may not be the same for different tuning sections because it is determined
dynamically as described in the previous section, generally, a large N;(T'S;) still means a large
Ny(TS;).
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spent in all the functions/subroutines invoked within this tuning section, and
the total execution time of the program as Ty

> T(TS;)

total

Coverage = x 100%. (16)
A large coverage means that a large percentage of the program is tuned via opti-
mization orchestration. So, the system can achieve good program performance.

(3) A tuning section should be big enough, so that the average execution time
spent in one invocation is big enough, for example, greater than 100  sec. The
average execution time T5,,(T'S;) is computed based on the number of invoca-
tions, N;(TS;), and the execution time spent in T'S;, T:(TS;)

Tawg(TS;) = TH(T'S;)/N(T'S;). a7

We do not choose tiny tuning sections, because they usually result in a low
timing accuracy, even though we use a high-resolution timer. The low timing
accuracy results in low rating accuracy and a large number of invocations per
version, N1(T'S;).

This section presents a tuning section selection algorithm, which meets all
these three requirements. Section 4.1 shows the call graph annotated with
execution time profiles used for tuning section selection. Based on the call
graph, the problem of tuning section selection is formally defined in Section 4.2.
Section 4.3 presents our tuning section selection algorithm. In this algorithm,
nodes for recursive functions are merged to construct a simplified call graph,
which is a directed acyclic graph. An algorithm is designed to select the tun-
ing sections by maximizing the program coverage under a given constraint for
Npin, working on the simplified call graph. The final algorithm iteratively calls
the previous algorithm to trade off the coverage and N,;,.

4.1 Profile Data for Tuning Section Selection

From the previous section, a tuning section is selected based on its number
of invocations and its execution time. These data are collected from a profile
pass. In our implementation, we use the call graph profile generated by gprof.
This call graph profile shows how much time is spent in each function and
its children, how many times each function is called and how many times the
function calls its children, during the profile run.

Our tuning section selection algorithm reads the output of gprof [Graham
et al. 1982] and generates a call graph G = (V, E).2 This call graph is a directed
graph. It has one source (root) node, §, whose in-degree is 0, and a set, I', of sink
(leaf) nodes whose out-degrees are 0. Each node v € V identifies a function.

2Here, call graph G contains the dynamic calls during the profile run, not the static calls in the
program code. So, if a function call is not executed during the profile run, G does not include this
call. However, a static call graph generated by a compiler should include this call. For the purpose of
tuning section selection, the dynamic call graph is good enough. After tuning sections are selected,
our compiler tools analyze and transform the program. During this process, a static call graph
is used. Our tuning selection algorithm can be applied to the static call graph as well, if profile
information is assigned to its nodes and edges.
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§ identifies the function main. The nodes in I' identify the functions that do
not call any other function. Each edge e € E identifies a function call. The
associated profile information is as follows.

v = {fn) (18)
e = {s,t,n,tm} (19

fn(v) is the function name of the node. s(e) identifies the caller node; ¢(e) identi-
fies the callee node; n(e) is the number of invocations to ¢(e) made by s(e); tm(e)
is the time spent in #(e) and its callees, when ¢(e) is called from s(e).

Ideally, we could truncate the program at any place, for example, in the be-
ginning of a basic block, to create a tuning section. In practice, we choose tuning
sections at the procedure level, since we use the call graph profile generated
by gprof. If we had accurate basic block profiles, we could select the tuning
sections at the basic-block level. The tuning section selection algorithm would
be similar to the one presented in the next sections. The difference would be
that a bigger graph should be used with basic blocks as the nodes instead of
functions/subroutines.

4.2 A Formal Description of the Tuning Section Selection Problem

Tuning section selection aims at partitioning the program into several compo-
nents. Basically, a tuning section starts with an entry function, including all the
subroutines called directly or indirectly by the entry function. If one subroutine
is called by two different tuning sections, it is replicated into these two tuning
sections. (Such replication does not lead to code explosion, because the number
of tuning sections is fixed and usually small, around three.) In the representa-
tion of the call graph in Section 4.1, tuning section selection tries to find a set
of single entry-node regions (subgraphs) in G; each region is a tuning section.
The entry function of a region identifies that region. One region can overlap
with other regions, although it would be better if no regions overlap.

The problem of tuning section selection can be described, in a formal way,
as an optimal edge cut problem. Given call graph G = (V, E), find an edge
cut (O, Q) so as to maximize the invocation numbers and the coverage of the
tuning sections. Here, ® and Q2 are a partition of the node set V, such that ©
contains the source node §, and Q2 contains the set of sink nodes in I". This edge
cut (O, Q) is a set of edges, each of which leaves © and enters Q2. This edge cut
determines the set of tuning sections in two steps. (1) Find all the edges in this
cut whose average execution times are greater than Ty, the lower bound on
the average execution time, that is, for each edge e € (®, Q), put e in set S, if
tm(e)/n(e) > Typ. (2) The edges in set S point to the selected tuning sections,
that is, make the entry-node set T' = {v|v = #(e;),e; € S}. Eachnode v in set T
identifies a tuning section. (Tuning sections are the subgraphs led by the entry
function v.) Figure 7 gives an example.

The tuning section selection algorithm maximizes the invocation numbers
and the coverage of the tuning sections, which are computed according to afore-
mentioned S and 7 as follows:
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@

Fig. 7. An example of tuning section selection. The graph is a call graph with node a as the main
function. The weights on an edge are the number of invocations and the execution time in the
parentheses. The optimal edge cut is (® = {a,c}, 2 = {b,d,e, }), shown by the dashed curve.
Edges (a, b) and (c, f) are chosen as the S set. Edge (¢, e) in the cut (O, Q) is not included in S,
because its average execution time is 1/20000 less than 7}, = le—*. There are two tuning sections
led by node b and node f, T' = {b, f}. The number of invocations to b and f are 1000 and 200
respectively, so, N,.;, = 200. The coverage of this optimal tuning section selection is (80 + 18)/
100 = 0.98, where the total execution time, 7}, is 100.

(1) The number of invocations to the tuning section v is denoted as N, (v).

N = > nle. (20)

eeS, tle)=v

One goal of the tuning section selection algorithm is to maximize the small-
est N;(v), denoted as N,,;,.

Nonin = minyer (N (v)) (2D

(2) The other goal of the tuning section selection algorithm is to maximize the
execution coverage.

Coverage = Z tm(e)/ Tiotal (22)
eeS

Tiota1 is the total execution time of the program.

The tuning section selection problem does not always have a reasonable
solution. For example, suppose that a program has only one procedure, main(),
which contains a loop consuming most of the execution time. If main is chosen
as the tuning section, N,,;, is 1 and coverage is 100%. Otherwise, coverage is 0%.
The first solution degrades to the whole-program tuning. The second solution
does not find any tuning section. Neither of them is acceptable. In fact, we
should use the loop body in main as a tuning section. Using a call graph profile,
the selection algorithm cannot identify the loops within a procedure. Extra work
is needed to find the loop and extract its body into a separate procedure. We call
this step of the algorithm extra code partitioning. After this step, the loop body
appears in the call graph profile, which then is chosen as a tuning section by
the selection algorithm. Finding the procedures that are not selected as tuning
sections but worth extra code partitioning is another task of the algorithm.
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4.3 The Tuning Section Selection Algorithm

From the previous section, the tuning section selection problem can be viewed
as a constrained max cut problem. (The original max cut problem is NP-
complete [Karp 1972].) In this section, we will develop a greedy algorithm to
select the tuning sections so as to get maximal N,,;, and coverage. This algo-
rithm solves the problem in two steps. (1) We design an algorithm which aims
to maximize coverage, under the constraint that the number of invocations to
each selected tuning section is larger than a lower bound Ny. (2) The final al-
gorithm raises the Nj, gradually to trade off the coverage. It aims to achieve a
large N,,i, by tolerating a small decrease in coverage. These two steps will be
presented in Section 4.3.2 and Section 4.3.3 separately. We discuss the handling
of recursive functions in Section 4.3.1.

4.3.1 Dealing with Recursive Functions. 'To call a recursive function, the
program makes an initial call to the function. Then the function is called by
itself, in the case of self-recursion, or by its callees, in the case of mutual-
recursion. Both self-recursive calls and mutually-recursive calls are referred to
as recursive calls, which are different from the initial call. Our PEAK system
treats initial calls to a recursive function as normal function calls; recursive
calls can be viewed as loop iterations, which are ignored by tuning section se-
lection. In other words, the tuning section selection algorithm does not choose
the call graph edges that correspond to recursive calls, but only the edges cor-
responding to initial calls.

In a call graph, the functions (nodes) that recursively call themselves or
each other form cycles (including loops). To exclude recursive calls from tuning
section selection, our algorithm identifies the cycles and ignores the edges that
appear in the cycles. We do this through a call graph simplification process. This
process merges the nodes involved in a common cycle into one node, removes
the edges used inside a cycle, and adjusts the edges entering or leaving the
merged nodes. This process uses the strongly connected components to find
the nodes and edges that appear in a cycle. It adjusts the profile data as well.
The pseudo-code of this simplification process is shown in Figure 8. An example
is shown in Figure 9.

This simplified call graph removes the self-recursive calls and makes a new
node for the functions that recursively call each other. This graph is a Directed
Acyclic Graph (DAG). The call graph simplification algorithm maintains the
profile information for the new nodes and edges. So, the graph has the same
profile information as described in Section 4.1.

4.3.2 Maximizing Tuning Section Coverage under Np. This section de-
scribes a tuning section selection algorithm, which aims to achieve as large
a coverage as possible, under the constraint that the number of invocations to
each selected tuning section is larger than a lower bound Ny,. This algorithm
selects the tuning sections and puts their entry functions into set 7'. It finds
the functions that are worth code partitioning and puts them into set M. Be-
sides Npp, this algorithm uses two other parameters: (1) 733, the lower bound on
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Subroutine G = GenerateSimplifiedCallGraph (profile)

(1) Construct call graph G = (V, E) according to the profile data as described in Section 4.1. For
each node v € V, v = {fn}: fn(v) is the function name. For each edge e € E, e = {s, t, n,tm}: s(e)
is the caller node; t(e) is the callee node; n(e) is the number of invocations to ¢(e) made by s(e);
tm(e) is the time spent in #(e) and its callees, when ¢(e) is called from s(e).

(2) Remove loops in G. (A loop identifies a self-recursive call.)

(3) For each strongly connected component SCC that contains more than one nodes, do the follow-
ing to remove the cycles by merging the nodes in SCC. (Such strongly connected components
identify mutually-recursive calls.)

(a) Construct a new node u for SCC. The name of u, fn(u) is the concatenation of the names of
all the nodes in SCC.

(b) Remove the inner edges, i.e., the edges starting from and ending at SCC.

(c) Keep all the edges leaving SCC and set their starting node to be the new node u. Merge
the edges that start from « and end at the same node, and sum up the profile data for the
merged edges.

(d) For each node v in SCC, remove v if there is no edge entering v.

Otherwise, add a new edge e, which leaves v and enters the new node u. The profile infor-
mation for this e is the sum of the profile data for all the edges enters v:

nle) = Z n(x) (23)
xeE t(x)=v

tmle) = Z tm(x) (24)
xeE t(x)=v

Fig. 8. The pseudo-code for call graph simplification. The algorithm generates a call graph from
profile data, detects and discards recursive calls. Hence, the call graph is simplified to a directed
acyclic graph.

5000
G0 ©
(a) Call graph before simplification (b) Call graph after simplification

Fig. 9. An example of call graph simplification. The graph is a call graph with node a as the main
function. ¢ is a self-recursive function. b and e recursively call each other. The weights on an edge
are the number of invocations and the execution time in the parentheses. After simplification, the
loop at node c¢ is discarded. The strongly connected component {b, e} is merged into one node be.
The entry node b for this strongly connected component is kept. A new edge (b, be) is added. Edges
(b, f) and (e, f) are merged to (be, [ ). The profile data on edges (b, be) and (be, [) are updated.

average execution times; (2) Py, the lower bound on the execution percentage
for a code section worth code partitioning.

Ty is determined by the timing accuracy of the PEAK system. We use
100 x sec in our experiments. Py is used to determine whether a code sec-
tion is worth code partitioning. We use 0.02. This means that the code section
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Subroutine [T, M] = MaxCoverage(profile, Ny, Ty, Ppp)

There are three thresholds used in this algorithm: Ny, the lower bound on numbers of invocations;

T}, the lower bound on average execution times; Py, the lower bound on the execution percentage

for a code section worth partitioning. The algorithm selects the tuning sections and puts their entry

functions into set T'. The functions that are worth code partitioning are put into M.

(1) Construct the simplified call graph G = (V, E), according to Figure 8. i.e., G = GenerateSim-
plifiedCallGraph(profile).

(2) Clear the selection flag for each edge e € E: f(e) = 0. Clear the execution time due to the
selected tuning sections, for each node v: TX (v) = 0. Empty set 7" and M.

(3) Mark the edges whose average execution times are less than T},. i.e., for each edge e € E, set
f(e) = —1,iftm(e)/n(e) < Ty,. (These edges will not be counted when summing the profile data
of the edges for one node.)

(4) Sort all nodes in topological order: vy, vo, ..., i.e., if there is an edge (u,v), node u appears
before node v. The nodes will be traversed in this order.

(5) Fornodewv; ¢ =1,2,...), compute the total number of invocations to v;.

n(v;) = Z n(e) (25)
eckE t(e)=v;, f(e)=0
If n(v;) is greater than Ny, put v; into T and set f(e) = 1 if t(e) = v;; and update profile
information of G, by calling UpdateProfile(G, v;, T X).

(6) Put node v into M, if v is not selected but consumes a large amount of execution time, i.e.,
Zt(e)ﬂ, Fle)£1 tm(e) — TX () > Py X Tiorr- (These nodes may be partitioned to improve tuning
section coverage.)

Fig. 10. Tuning section selection algorithm to maximize program coverage under the lower bound
on numbers of TS invocations, Nj,. This algorithm traverses the simplified call graph from top
down to find the code sections whose numbers of invocations are greater than Ny,. In addition, the
algorithm finds the functions that may be partitioned to improve tuning section coverage.

is worth tuning if its execution time is greater than 2% of the total execution
time. Ny, will be adjusted to trade off the tuning section coverage in the final
tuning section selection algorithm described in Section 4.3.3. The optimal Ny,
picked by the final algorithm usually ranges from tens to thousands.

In order to maximize the coverage, the algorithm traverses the call graph
from top down to select the code sections that meet the requirements. (We use
a topological order to go through the call graph.) When a tuning section is se-
lected, the profile data are updated to reflect the execution times and invocation
numbers after excluding this selected tuning section. The execution time due to
the selected tuning section is deducted from the execution time of its ancestors
as well. (Remember that the execution time on node v includes the time spent
in v itself and the descendants of v.) After the selection process finishes, the
remaining execution time on each node v is used to judge whether it is worth
code partitioning. (It is worth code partitioning, if its execution time is greater
than Py, of the total execution time.)

Figure 10 shows the pseudo-code for the algorithm to maximize the tuning
section coverage. This algorithm constructs an acyclic call graph, annotated
with profile information after removing the recursive calls, according to the
algorithm described in Section 4.3.1. It ignores the edges whose average exe-
cution time is less than threshold T}, when computing the execution profile for
a node. It goes through the call graph in a topological order to find the nodes
whose numbers of invocations are greater than threshold Ny,. These nodes are
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Subroutine UpdateProfile(G = (V, E), v;, TX)

This algorithm removes the execution time due to v; for each edge reachable from v;, and adds
the time due to v; into 7X for each ancestor of v;. (TX(v) records the time spent in v due to all the
selected tuning sections. Manual code partitioning will use 7X to estimate the remaining execution
time after tuning section selection.)

Update the profile information of the edges that are reachable from node v;.

(1) Set execution frequency of all nodes except v; as 0, g(v) = 0; while q(v;) = 1.0, which means v;
is executed 100% within the chosen tuning section.

(2) Fornodev; (j =i+1,i+2,...), compute the execution frequency of v; based on the execution
frequency of its parents according to the following equation.
ZeeE,t(e):vJ- q(s(e)) x nle)
ZeeE,t(e):vJ- n(e)

(3) For node v; (j =i+ 1,i +2,...), adjust the profile information for the edges entering v;
according to the following equations, where t(e) = v;.

nle) = nle) x (1 —q(s(e))) 27
tm(e) = tmle) x (1 —q(s(e))) (28)

For the nodes that reach node v;, record how much execution time is spent due to v;. This time will
be excluded for choosing code partitioning candidates.

qv;) = (26)

(1) For each node v, set the time spent in v due to v;, p(v), as 0.
(2) Set the time spent in v;, p(V;) = Y, g se)=; EMUE).
(3) Fornodev; (j =i,i —1, .., 1), update the time spent in its parents due to the time spent in v;.
For each edge e, who enters v}, i.e., t(e) = v}, adjust p(s(e)) according to the following equation.
tm(e)
ZaeE,t(a):vj tm(a)

(4) For node v; (j =i —1,i —2, .., 1), update the time spent in v due to all the selected tuning
sections: TX(v;) = TX (v;) + p(;)

p(s(e)) = p(s(e)) + x pv;) (29)

Fig. 11. Update profile data after v; is chosen as the entry function to a tuning section. The
updated profile reflects the execution times and invocation numbers after excluding the chosen
tuning section.

selected as entry functions to the tuning sections. The profile information of
the relevant edges is adjusted to reflect the number of invocations and execu-
tion time spent in the rest of the program, when a node is selected. In the end,
the algorithm finds the functions worth code partitioning, using the residual
execution time after excluding the selected tuning sections.

When a tuning section is selected, the profile data needs to be updated in
order to exclude the execution information (time and number of invocations)
due to the selected tuning section. This requires a context-sensitive inclusive
profile, which lists the direct and indirect callers of a function, when the execu-
tion information of this function is given. This profile should show the execution
time and number of invocations of each function call; it should also split this
information for each call path. Unfortunately, gprof does not provide such in-
formation. Instead, we use an algorithm to do an estimation, which is described
in Figure 11. It handles the descendants and the ancestors of the selected node
v separately.

For each descendant u, the algorithm estimates how often u is directly or
indirectly called from the selected node v, out of the total invocations to u. This
execution frequency of u is computed based on the execution frequency of u’s
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parents and the numbers of invocation to u directly from the parents, assuming
the execution frequency of v is 100%. Equation (30) does the estimation, where
q(u) is the execution frequency of u.

ZeeE,t(e):u q(s(e)) X n(e)
ZeeE,t(e):u n(e)
Knowing the execution frequency of all the descendants, the profile informa-

tion for all the edges reachable from v can be estimated in accordance with
Egs. (31) and (32).

(30)

q) =

n(e) = nle) x (1 —q(s(e)) (31)
tm(e) = tm(e) x (1 —g(s(e))) (32)

The algorithm traverses the node list forwards from node v. (The nodes are
sorted in a topological order.)

For each ancestor u of the selected node v, the algorithm estimates how much
execution time is spent in u due to v, which is denoted as p(u). The time spent in
the selected node v, p(v), is equal to } g ;)—, tm(e). We assume that the time
spent in u due to v is distributed in ©’s parent, x, proportional to the time spent
in z when u is called from x. That is, p(u) is distributed to p(x) proportional to
tm(e), where e leaves x and enters u. So, p(u) is distributed in accordance with
to the following equation.

tm(e)

p(s(e)) = p(s(e)) + S v Ii(@)

x p(w) (33)

The algorithm traverses the node list backwards from node v.

4.3.3 The Final Tuning Section Selection Algorithm. The previous section
describes how to maximize the tuning section coverage with the constraint that
the number of invocations to each selected tuning section should be larger than
Npp. This section aims to achieve a large N,,;, by tolerating a small decrease in
coverage. It does this by raising Nj;, gradually to trade against coverage.

Two new parameters are introduced to the final algorithm.

(1) Cjp, the lower bound on the tuning section coverage. If the coverage of the
selected tuning sections is smaller than Cj, code partitioning is necessary.
We set it as 80% of the total execution time.

(2) R,p, the upper bound on the coverage drop rate. The coverage drop rate is
computed based on two tuning section selection solutions as follows, where
Nping is larger than N, ,1.

coverage, — coverage,
N, min2 — N, minl

If, on average, after increasing N,,;, by 1, the coverage drops more than

R, the algorithm finds a trade-off point. In our experiments, we tolerate

1% decrease of the coverage, if N,,;, can be improved by 100. So, we set R,
as 0.01/100 = le~4.

R = (34)
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Subroutine [T, M] = TSSelection(profile, R, Cy,, Ty, Py,)

There are four thresholds used in this algorithm: R, the upper bound on the coverage drop rate;
Cy, the lower bound on the tuning section coverage; 7T, the lower bound on average execution
times; Py, the lower bound on the execution percentage for a code section worth code partitioning.
The algorithm selects the tuning sections and puts their entry functions into set 7'. The functions
that are worth code partitioning are put into M.

(1) Initialization. Thest = ¢, Mpest = ¢, coverage,,, = 0, Npoe = 0, Ny, = 10.
(2) Use the algorithm in Figure 10 to maximize the coverage.
[T, M] = MaxCoverage(profile, Ny, Ty, Pp)
Compute coverage and N,,;, of the selected tuning sections 7'.
(3) If coverage is less than Cy, do the following.
(a) If Ty is ¢, code partitioning is necessary. Print 7' and M. Stop.
(b) Else, Tye and My, is the solution. Print T}, and My,,. Stop.
(4) Trade off coverage and N,,;, as follows.
(a) If They is ¢, record this solution: Ty, = T', M4y = M, coverage,,,, = coverage, Npesy = N
(b) Else, compute the coverage drop rate R.
coverage,,,, — coverage
R - Nmin - Nbest (35)
If the drop rate R is less than R,;, record this solution: Tss = T', Mpess = M, coverage,,,, =
coverage, Nposy = N pin.
Otherwise, the trade-off point is found. Print T},; and My,. Stop.
(5) Set Nj, = N,.;» and go to Step (2).

Fig. 12. The final tuning section selection algorithm. This algorithm achieves both a large N,,;,
and a high coverage. It iteratively uses the method shown in Figure 10 to maximize the tuning
section coverage under a series of thresholds V;,’s, until the optimal Ny, is found.

Table I. Tuning Section Selection for
mgrid. The Best Ny, is 400. The Optimal
coverage and N,,;, are 0.957 and 2000,

Respectively
iteration Ny coverage | Nin
1 10 0.998 400
2 400 0.957 2000
3 2000 0.808 2400

Figure 12 shows the pseudo code of this tuning section selection algorithm.
This algorithm iteratively uses the method shown in Figure 10 to maximize the
tuning section coverage under a series of thresholds Nj;’s. The new Ny, in the
next iteration, Nz, is equal to the V,,;, obtained from the previous iteration.
We notice that this N,,;, is greater than the old Ny, in the previous iteration,
Njp1, and that any threshold value in [Njp1, Npn) gives the same solution to
maximize the coverage. Using N,,;, from the previous iteration as the new
threshold value for N;; makes the trade-off process fast. This process finishes
when the coverage drops below Cy, or the coverage drop rate is greater than
Ryp.

For example, Table I shows the result of each iteration, via applying this al-
gorithm to benchmark mgrid. The second iteration gets the optimal result, with
coverage = 0.957 and N,,;, = 2000. (The initial Ny, is 10, which is a reasonable
boundary for our rating methods to achieve faster tuning than whole-program
tuning.)
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Fig. 13. Block diagram of the PEAK performance tuning system. The blocks in the diagram are
the components in PEAK and the input and output of these components. Steps (1) to (6) correspond
to the ones shown in Figure 1.

5. THE PEAK SYSTEM

Section 2 presented a fast and effective orchestration algorithm, which itera-
tively generates optimized code versions and evaluates their performance based
on the execution time under a training input to search for the best version.
Noticing that using a partial execution of the program may enable performance
tuning in a faster way, we developed three rating methods. These methods are
applied to important code sections of the program, called tuning sections. The
rating methods, presented in Section 3, evaluate the performance of an op-
timized version of a tuning section based on a number of invocations of the
tuning section. Section 4 showed an algorithm to select the tuning sections out
of a program to maximize both the program execution time coverage and the
numbers of invocations to the tuning sections, aiming at high-tuned program
performance and fast-tuning speed. This section puts everything together to
construct an automated performance tuning system, PEAK. Section 5.1 shows
the design of PEAK. Special implementation problems related to runtime code
generation and loading are discussed in Section 5.2. Section 5.3 gives an exam-
ple of using the PEAK system.

5.1 The Design of PEAK

Figure 13 displays a block diagram of the PEAK system, showing system com-
ponents. The PEAK system has two major parts: the PEAK compiler and the
PEAK runtime system. The PEAK compiler is used before tuning, while the
PEAK runtime system is used during tuning.

(1) The tuning section selector chooses the important code sections as the
tuning sections, using the call graph profile generated by gprof. It applies the
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algorithm described in Section 4. The output of this step is a list of function
names, each of which identifies a tuning section.

(2) The rating method consultant analyzes the source program to find the
applicable rating methods for each tuning section. The compiler techniques
developed in Section 3 are implemented here. This tool annotates the program
with the information about the context variables for CBR and the performance
model for MBR.

(3) The PEAK instrumentation tool applies the appropriate rating method to
each tuning section, after a profile run to find the major context for CBR and the
model parameters for MBR according to Section 3. It adds the initialization and
finalization functions to activate the PEAK runtime system and the functions
to load and save the tuning state of previous runs, since the performance tuning
driver may run the program multiple times in Step (5). Each tuning section is
retrieved into a separate file, which will be compiled at Step (5) under different
optimization combinations to generate optimized versions.

(4) The instrumented code is compiled and linked with the PEAK runtime li-
brary, forming the performance tuning driver. The PEAK runtime system imple-
ments the three rating methods described in Section 3 and the CE optimization
orchestration algorithm developed in Section 2. Special functions for dynami-
cally loading the binary code during tuning are also included in the PEAK run-
time system. (The generation of the tuning driver and the optimized tuning sec-
tion versions is done by the backend compiler, in this paper, the GCC compiler.)

(5) The performance tuning driver iteratively runs the program under a
training input until optimization orchestration finishes for all tuning sections.
At each invocation to a tuning section, the driver takes over control. It runs
and times the current experimental version and decides whether more invo-
cations are needed to rate the performance of this version. After the rating of
this version is done (i.e., when the rating variance is small enough) the driver
generates new experimental versions according to the orchestration algorithm.
(The tuning sections are tuned independently.) The tuning process ends when
the best version is found for each tuning section.

(6) After the tuning process finds the best optimized version for each tuning
section, these best versions are linked to the main program to generate the final
tuned code.

5.2 Dynamic Code Generation and Loading

PEAK tunes program performance via executing the program under a training
input. It generates and loads the binary code at runtime. (This distinguishing
feature is inherited from the ADAPT [Voss and Eigenmann 2000, 2001] infras-
tructure.) To do so, PEAK uses the dynamic linking facility functions: dlopen,
dlsym, dlclose and dlerror. Basically, these functions enable PEAK to load bi-
nary code into memory and to resolve the address of the experimental version
contained in that binary. (The binary code is generated by the backend compiler,
GCC, under the given optimization options.)

To generate an optimized version for an individual tuning section, PEAK
extracts the section into a separate source file. This file includes the entry
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SUBROUTINE calcl
DO j 1, n, 1
DO =1, m, 1

[ |

ENDDO
ENDDO
DO j=1,n, 1

ENDDO
DOi=1,m, 1
ENDDO

RETURN

END

Fig. 14. The tuning section calcl in swim.

function to the tuning section and all its direct and indirect callees; it can be
compiled and optimized separately. Since callees are included in the tuning
section, inlining can be performed during code generation. If a procedure is
called in two tuning sections, this procedure is replicated and renamed in the
corresponding source files. Such replication does not lead to code explosion,
because the number of tuning sections is fixed and usually small, around three.
Our PEAK compiler performs the above tasks automatically through source-
to-source translation.

To load an optimized version successfully and correctly, PEAK needs to pay
attention to the global variables used in the tuning sections, especially the static
variables in C and the common blocks in Fortran. Because multiple versions
of the same tuning section are invoked during one run of the program, PEAK
ensures that each global variable used in these versions must be located at the
same address, when the versions are loaded.

5.3 An Example of Using PEAK

This section uses the benchmark swim to illustrate the six tuning steps of
PEAK.

(1) The tuning section selector uses a gprof output and selects four tuning
sections: calcl, calc2, cale3 and loop3500. Figure 14 shows the source code
of the tuning section calcl as an example.

(2) Therating method consultant analyzes the source code to find the applicable
rating methods. For calci, all three rating methods are applicable. The
context variables are n and m. After one profile run, PEAK finds that n
and m are runtime constants. So, there is only one context for calcl and
context-based-rating will be applied.

(3) The PEAK instrumentation tool adds PEAK runtime library calls to the
source program. Each tuning section is retrieved into a separate file, which
will be compiled under different optimization combinations to generate
experimental versions during performance tuning. The instrumentation
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extern void calcl_old_Q);
void calcl_()
{
hrtime_t tO, ti1;
typedef void(*¥FunType) ();
FunType fun = NULL;
hrtime_t tm;

//Experiment the current optimized version
if ( (fun=(FunType)DCGetVersion(0)) != NULL ) {
t0 = gethrtime();

fun(); //invoke the experimental version
tl = gethrtime();

tm = tl1 - t0; //time the current invocation
DCMonRecordCBR(0, tm); //rating generation

return;

}

//0Optimization orchestration is done
calcl_old_Q);
}

Fig. 15. The tuning section calcI instrumented by the PEAK compiler.

code is added to each tuning section and to the entry and exits of the
program.

—Each entry to a tuning section is redirected to the corresponding instru-
mented code. Figure 15 shows the instrumented calc1, which calls two
PEAK runtime functions, DCGetVersion and DCMonRecordCBR.

(a) DCGQGetVersion implements the optimization orchestration algorithm
and dynamic code generation and loading. It returns the current
experimental version. If the previous version has already been
rated, this call will generate and load a new optimized version.

(b) DCMonRecordCBR passes the execution time obtained from a
high resolution timer to the context-based-rating method. The
rating method rates the current version based on a small number
of invocations. The orchestration algorithm uses the ratings of
previous versions to guide the generation of new optimized versions.

(¢) The argument, 0, of these two functions identifies the tuning section
of calcl.

In the code, calcl_old_ is the original version of the tuning section.

—At the entry of the entire program, Function init_dc is called to set up
the tuning state. It initializes the tuning state for four tuning sections,
sets up the orchestrated GCC optimizations, specifies the optimization
orchestration algorithm and the rating method for each tuning section,
and loads the tuning state from the previous run, because multiple runs
of the program may be involved during performance tuning.

—At the exits of the program, Function exi¢_dc is called to save the tuning
state.

(4) The instrumented program is compiled and linked with the PEAK runtime
library to generate the performance tuning driver.
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(5) During performance tuning, the tuning driver continuously runs under a
training input until optimization orchestration is done for all tuning sec-
tions. Its output shows the best optimization combination for each tuning
section. An example output for calcl on a Pentium 4 machine is “g77 -¢ -O3
-fno-strength-reduce -fno-rename-registers -fno-align-loops calcl.f”. This
means that three optimizations, strength-reduce, rename-registers and
align-loops, should be turned off from the baseline O3.

(6) In the final version generation stage, each tuning section uses the corre-
sponding best optimization combination, as defined in the previous step.
To generate the final program version, these optimized tuning sections
are linked to the main program, which is compiled under the default
optimization combination,

6. EXPERIMENTAL RESULTS

6.1 GCE Performance on SUN Forte Compilers

In Pan and Eigenmann [2006], we have compared our CE algorithm with
other optimization orchestration algorithms. We have shown that CE takes the
least tuning time (57% of the closest alternative), while achieving the same
program performance. In this section, we conduct an experiment to evalu-
ate the GCE algorithm for whole-program tuning using SUN Forte compil-
ers. GCE is our generalized CE algorithm described in Section 2.2, aiming
at multi-valued compiler options. We compare the performance achieved by
our GCE algorithm with the one by manual tuning, which is based on the
SPEC CPU2000 performance results [SPEC 2000]. In such a result, there is
a base setting and multiple peak settings for optimization options. The base
setting is common to all benchmarks. We use this as the baseline performance.
The peak settings may be different for different benchmarks and achieves bet-
ter performance than the base setting. We will compare GCE with the peak
setting.

The experiments are conducted on a Sun Enterprise 450 SPARC II machine.
We evaluate the GCE algorithm using the optimization options of the Forte
Developer 6 compilers. The baseline option setting is “-fast -xcrossfile -xprofile”.
Table II lists the tuned options. The Forte compilers have some options that
can be passed directly to the compiler components. These options are passed
by the “-W” option for the C compiler and the “-Qoption” option for the Fortran
compiler or the C++ compiler. In this table, we list the “-Qoption” only (“-W”
options are similar).

Figure 16 shows the performance results. GCE tunes performance using
train dataset as input. The final performance is evaluated with ref dataset.
In summary, GCE achieves equal or better performance for each benchmark.
On average, for floating point benchmarks, GCE achieves 10.8% improvement
relative to the base setting, compared to 5.6% by the peak settings. For integer
benchmarks, GCE achieves 8.1% compared to 4.1% by the peak settings.
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Table II. Optimization Options Orchestrated by GCE

Flag Name Experimented Values Meaning

-xarch v8, v8plus, generic target architecture instruction
set

-x0 3,4,5 optimization level

-xalias_level std, strong, basic alias level

-stackvar on/off using the stack to hold local
variables

-d y, n allowing dynamic libraries

-xrestrict %all, %enone pointer-valued parameters as
restricted pointers

-xdepend on/off data dependence test and loop
restructuring

-xsafe=mem on/off assuming no memory
protection violations

-Qoption iropt -crit on/off optimization of critical control
paths

-Qoption iropt -Abopt on/off aggressive optimizations of all
branches

-Qoption iropt -whole on/off whole program optimizations

-Qoption iropt -Adata_access | on/off analysis of data access
patterns

-Qoption iropt -Mt 500, 1000, 2000, 6000, default max size of a routine body
eligible for inlining

-Qoption iropt -Mr 6000,12000,24000,40000,default | max code increase due to
inlining per routine

-Qoption iropt -Mm 6000, 12000, 24000, default max code increase due to
inlining per module

-Qoption iropt -Ma 200, 400, 800, default max level of recursive inlining

6.2 Results of Tuning Section Selection

This section evaluates the tuning section selection algorithm described in
Section 4. The default threshold values are used, thatis, R, = le %, C; = 80%,
Ty = 100 p sec, Py, = 2%. Again, R, is the upper bound on the coverage drop
rate; Cy, is the lower bound on the tuning section coverage; T}, is the lower
bound on average execution times; Py is the lower bound on the execution
percentage for a code section worth code partitioning. Focusing on the scientific
programs, we analyze the FP benchmarks in Section 6.2.1 in detail. The results
on the INT benchmarks are presented in Section 6.2.2. The data are listed in
Table III and Table IV, respectively.

6.2.1 SPEC CPU2000 FP Benchmarks. Table III shows the results of our
tuning section selection algorithms, demonstrating that the algorithm achieves
the goal of maximizing both the program coverage and the number of invoca-
tions to the tuning sections. In most benchmarks, the coverage is 90% or higher.
Three codes needed extra code partitioning.

The minimum number of invocations, N,,;,, ranges from hundreds to thou-
sands for all the benchmarks, except wupwise. Wupwise contains many small
functions with an average execution time in the order of usecs, which are below
the chosen threshold Tj,. When lowering the threshold to 1 x sec, the algorithm
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Fig. 16. Program performance achieved by the GCE algorithm vs the performance of the man-
ually tuned results (peak setting). Higher is better. In all cases, GCE achieves equal or better
performance. On average, GCE nearly doubles the performance.

finds tuning sections that are called a large number of times (22528000). This
solution necessitates a high-resolution timer for accurate measurements, which
is available in our system.

The three benchmarks that needed extra partitioning are equake, sixtrack
and swim. In these codes, our tuning section selection algorithm identifies the
procedures that take a large execution time but with only a few invocations.
In these procedures, the extra partitioning step extracts the loop body of the
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Table III. Tuning-Section Selection Results for
SPEC CPU2000 FP Benchmarks. (Three
benchmarks that needed extra code partitioning
are annotated with “*’. The last row, wupwise+,
uses a smaller Tj, = 1 i sec.)

Benchmark | coverage N,in # of TS
ammp 88.6 127 3
applu 97.9 250 5
apsi 87.8 720 9
art 99.9 250 2
equake 54.6 2709 1
equake* 99.0 2709 1
mesa 96.9 4000 1
mgrid 95.7 2000 4
sixtrack 104 208 2
sixtrack* 97.9 1693 2
swim 83.9 198 3
swim* 99.2 198 4
wupwise 91.7 22 1
wupwise+ 83.0 22528000 2

Table IV. Tuning-Section Selection Results for
SPEC CPU2000 INT Benchmarks. (The
benchmarks annotated with ‘+’ use smaller 7};’s.)

Benchmark coverage Noin #TS
bzip2 99.9 22 6
crafty 100.0 1272 1
gap 96.6 24 3
gce 90.7 109 1
gzip 41.7 3668 3
gzip+ 84.1 4021 5
mcf 46.6 5235 1
mcf+ 74.7 5235 2
parser 91.6 309 3
perlbmk 76.2 11 5
perlbmk+ 92.6 11 6
twolf 98.0 120 1
vortex 78.0 6209 2
vortex+ 95.5 4000 7
vpr 52.7 10746 1
vpr+ 98.3 10746 2

important loop into a separate procedure. After partitioning, the new procedure
will cover a significant part of the program execution time with a large number
of invocations. Extra code partitioning, while automatable, was done manually
in our experiments.

6.2.2 SPEC CPU2000INT Benchmarks. From Table IV, our tuning section
selection algorithm achieves the goal of maximizing the program coverage and
the number of invocations to the tuning sections for INT benchmarks as well.

In general, the profiles of INT benchmarks are different from those of FP
benchmarks: (1) The INT benchmarks have flatter profiles with more functions
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Table V. Optimization Options in GCC 3.3.3

Fy rename-registers Fy inline-functions

Fy align-labels Fy align-loops

Fy | align-jumps Fg | align-functions

Fy strict-aliasing Fg reorder-functions

Fy | reorder-blocks Fi9 | peephole2

Fi; | caller-saves Fi9 | sched-spec

Fi3 | sched-interblock F14 | schedule-insns2

Fi5 | schedule-insns Fi6 | regmove

Fi17 | expensive-optimizations | Fig | delete-null-pointer-checks
Fi9 | gese-sm Foy | gese-lm

Foy | gcse Fyy | rerun-loop-opt

Fo3 | rerun-cse-after-loop Fgy | cse-skip-blocks

Fo5 | cse-follow-jumps Fog | strength-reduce

Fg7 | optimize-sibling-calls Fog | force-mem

Fog | cprop-registers F3y | guess-branch-probability
F3; | delayed-branch F3y | if-conversion2

Fg3 | if-conversion Fs4 | crossjumping

F35 | loop-optimize F3¢ | thread-jumps

F37 | merge-constants F3g | defer-pop

in the call graphs. (2) The call graphs of the INT benchmarks are deeper. (3) The
functions in the INT benchmarks usually have small average execution times.
Due to (3), the default threshold of the average execution time, T, = 100 u
sec, prohibits the selection of some important functions in gzip, mcf, perlbmk,
vortex, and vpr. After using a smaller 7}, ranging from 0.01 u sec to 1 u sec,
their program coverage is improved. (For these benchmarks, a high resolution
timer is needed to generate accurate performance ratings for the selected tuning
sections.)

In bzip2, gap and perlbmk, some important functions are only invoked tens
of times, which brings down N,,;,, the minimum number of invocations to the
tuning sections. For other benchmarks, N,,;, is hundreds to thousands.

6.3 PEAK Performance

6.3.1 Experimental Environment for PEAK. We evaluate PEAK using the
optimization options of the GCC 3.3.3 compiler on two different computer ar-
chitectures: Pentium 4 and SPARC II. Our reasons for choosing GCC is that
this compiler is widely used, has many easily accessible compiler optimizations,
and is portable across many different computer architectures.

In this section, we use all 38 optimization options implied by “O3”, the highest
optimization level. These options are listed in Table V and are described in the
GCC manual [GNU 2005].

We take our measurements using all SPEC CPU2000 benchmarks written in
F77 and C, which are amenable to GCC. To differentiate the effect of compiler
optimizations on integer (INT) and floating-point (FP) programs, we display
the results of these two benchmark categories separately. Our overall tuning
process is similar to profile-based optimizations. A ¢rain dataset is used to
tune the program. A different input, the SPEC ref dataset, is usually used
to measure performance. To separate the performance effects attributed to the
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tuning algorithms from those caused by the input sets, we measure program
performance under both the ¢train and ref datasets.

For the whole-program tuning, to ensure accurate measurements and to elim-
inate perturbation by the operating system, we re-execute each code version
multiple times under a single-user environment, until the three least execution
times are within a range of [—1%,1%]. In most of our experiments, each version
is executed exactly three times. Hence, the impact on tuning time is negligible.

In our experiments, the same code version may be generated under different
optimization combinations.? This observation allows us to reduce tuning time.
We keep a repository of code versions generated under different optimization
combinations. The repository allows us to memorize and reuse their perfor-
mance results. Different orchestration algorithms use their own repositories
and get affected in similar ways, so that our comparison remains fair.

6.3.2 Metrics. Two important metrics characterize the behavior of opti-
mization orchestration:

(1) The program performance of the best optimized version found by the orches-
tration algorithm. We define it as the performance improvement percentage
of the best version relative to the base version under the highest optimiza-
tion level O3.

(2) The total tuning time spent in the orchestration process. Because the exe-
cution times of different benchmarks are not the same, we use the metric
of normalized tuning time (NTT). NTT is the tuning time (7'T) normalized
by the time of evaluating the whole program optimized under O3, that is,
one compilation time (CT'g) plus three execution times (ETs) of the base
version.

NTT =TT/(CTg + 3 x ETp). (36)

A good optimization orchestration method is meant to achieve both high pro-
gram performance and short normalized tuning time.

6.3.3 SPEC CPU2000 FP Benchmarks. Figure 17 shows the normalized
tuning time of the whole-program tuning and the PEAK system. (For PEAK, the
tuning time includes the time spent in all the six tuning steps.) On average, the
normalized tuning time is reduced from 68.3 to 3.36. So, PEAK gains a tuning
speedup of 20.3. The benchmark that has a high speedup usually has a large
number of invocations to the tuning sections, which are shown in Table III. This
agrees with our assumption during the tuning section selection in Section 4. On
average, the absolute tuning time is reduced from 2.19 hours to 5.85 minutes.
Applying the rating methods in Section 3 significantly improves the tuning
time.

Figure 18 shows the tuning time percentages of the six tuning steps. Most
of the time is spent in Step (5), the performance tuning (PT) stage. The second
largest portion of tuning time is spent in Step (1), the tuning section selection

3Comparing the binaries generated under two different optimization combinations via the UNIX
utility, diff, can show whether these two binaries are identical.

ACM Transactions on Programming Languages and Systems, Vol. 30, No. 3, Article 17, Publication date: May 2008.



17:32 . Z. Pan and R. Eigenmann

@ Whole m PEAK

120.00
105.76 102.97
100.00 5958 o
(] —
£ 80.00 ]
o O 69.23 68.28
H 62.22 —  63.14
=] —
B 60.00 1 50.99 50.59
N ] ™
g 40.00 4 36.96
S
=
20.00 | T
2.33 7.06 . 4.03 1.79 2.33 3.38 4.22 2.59 161 3.36
0.00 I . = |
a =) ‘B © Q © © ~ € © c
E & & % 5 ¢ 5 § 3 ¢ £
£ @ A E € = Z g =
@ % 2 )
(O]

Fig. 17. Normalized tuning time of the whole-program tuning and the PEAK system for SPEC
CPU2000 FP benchmarks on Pentium 4. Lower is better. On average, PEAK gains a speedup of
20.3 over the whole-program tuning.

OTSSERMAOCIODGEPTEFVG

»
@ 100% -
o
2
o
g
< 80% A
3
2
®
E=
£
c
£ 60% A
c
5
o
n
£
£ 40%
©
S
o
2
£
= 20% +
-
©
Q L]
o
E l
SO I ) I o I e O
e a P 5 © o
& E a < @ 5
IS o ©
[ © 1S

equake
mesa
sixtrack
swim
wupwise
Average

Fig. 18. Tuning time percentage of the six stages shown in Figure 1 for SPEC CPU2000 FP
benchmarks on Pentium 4. (T'SS: tuning section selection, RMA: rating method analysis, CI: code
instrumentation, DG: driver generation, PT: performance tuning, FVG: final version generation.)
The most time-consuming steps are PT, T'SS and RMA.

(TSS) stage. This is because Step (1) does a profile run, which in some cases (e.g.,
wupwise) takes more time than a normal run of the program. The last large
portion of the tuning time is spent in Step (2), the rating method analysis (RMA)
stage. Some of the time is spent in data flow analysis; some is spent in the profile
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Fig. 19. Program performance improvement relative to the baseline under O3 for SPEC CPU2000
FP benchmarks on Pentium 4. Higher is better. All the benchmarks use the train dataset as the
input to the tuning process. Whole_Train (PEAK Train) is the performance achieved by the whole-
program tuning (the PEAK system) under the ¢rain dataset. Whole_Ref and PEAK Ref use the ref
dataset to evaluate the tuned program performance, but still the ¢rain dataset for tuning. PEAK
achieves equal or better program performance than whole-program tuning.

run to get the context parameters for CBR and execution model parameters for
MBR. For programs with a large code size (e.g., ammp and mesa), compiling
the source code into the internal representation of our source-to-source compiler
also accounts for a big portion of the tuning time. (This compilation time comes
from the compiler infrastructure we use for the implementation of our PEAK
compiler.)

The results on SPARC II are similar. The normalized tuning time is reduced
from 63.42 to 4.88, with a tuning speedup of 13.0. The absolute tuning time
is reduced from 9.83 hours to 43.7 minutes. (Our SPARC II machine is slower
than Our Pentium 4 machine.)

Figure 19 shows the program performance achieved by the whole-program
tuning and the PEAK system on Pentium 4. We use the ¢rain dataset as the
input to the tuning process.

The first two bars show the performance of the final tuned version under
the same ¢rain dataset for the whole-program tuning and the PEAK system.
For all the benchmarks, PEAK achieves equal or better performance. PEAK
outperforms whole-program tuning by 1.5% on applu. Some benchmarks, such
as equake and mesa, have only one tuning section. Some benchmarks, such as
art, swim and mgrid, have similar code structure in the selected tuning sections,
which leads to the fact that the tuning sections favor similar optimizations.
The above two observations explain why PEAK does not outperform the whole-
program tuning significantly in terms of tuned program performance.
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A fair performance evaluation should use an input different from the training
input. To this aim, we use the ref dataset to evaluate the performance of the
tuned version. (Still, the train dataset is the input to the tuning process.) The
results are shown by the last two bars. We can see that using different inputs
still achieves similar performance to the first two bars. So, our tuning scenario
does find an optimal combination of the compiler optimizations, which performs
much better than the default optimization configuration.

On average, PEAK improves the performance by 12.0% and 12.1% with re-
spect to the train dataset and the ref dataset, while the whole-program tuning
by 11.9% and 11.7%. The results on SPARC II are similar: PEAK improves the
performance by 4.1% and 3.7% with respect to train and ref; while the whole-
program tuning by 4.1% and 3.7% as well. So, PEAK achieves equal or better
program performance than the whole-program tuning.

6.3.4 SPEC CPU2000 INT Benchmarks. Integer benchmarks generally
have irregular code structures with many conditional statements. Moreover,
the use of pointers complicates rating-method analysis. As a result, only re-
execution-based rating could be applicable. On the other hand, the selected
tuning sections in some benchmarks use library functions with side effects, for
example, the memory allocation functions. For these benchmarks, our current
implementation fails tuning, unable to roll back the execution of the tuning
section.

To illustrate the performance of PEAK on INT benchmarks, we experiment
with five benchmarks, bzip2, crafty, gzip, mcf and parser, which do not use the
functions with side effects in their tuning sections.

Figure 20(a) shows the normalized tuning time. PEAK speeds up the tuning
process for INT benchmarks as well. On average, the normalized tuning time is
reduced from 73.48 to 13.37, and the absolute tuning time is reduced from 71.64
minutes to 14.67 minutes. bzip2 does not gain a high speedup due to the small
Npin of 22. Besides, there are three major reasons for the fact that the speedup
for INT benchmarks is not as high as the one for FP benchmarks: (1) Due to
the irregularity of the code, INT benchmarks can only use re-execution-based
rating, which introduces more overhead than the other two rating methods
used in FP benchmarks. (2) PEAK compiler spends more time in analyzing INT
benchmarks, which generally have more code, especially in crafty and parser.
(3) Unlike FP benchmarks, the tuning sections in INT benchmarks generally do
not have a similar code structure. Different tuning sections in INT benchmarks
may favor different optimizations, which leads to more experimental versions,
especially in parser.

Figure 20(b) shows the tuning time percentages of the six tuning steps. The
most time-consuming components are performance tuning, rating method anal-
ysis, and tuning section selection. Due to the larger source code size, rating
method analysis and code instrumentation spend more time on INT bench-
marks than on FP benchmarks.

Figure 21 shows the tuned program performance. On average, PEAK im-
proves the performance by 4.6% and 4.2% with respect to the ¢train dataset and
the ref dataset, while the whole-program tuning improves the performance by

ACM Transactions on Programming Languages and Systems, Vol. 30, No. 3, Article 17, Publication date: May 2008.



PEAK—Fast and Effective Performance Tuning System J 17:35

O Whole m PEAK

90.00 8023 7868  79.71
80.00 _

70.00
60.00
50.00
40.00 1
30.00 4 o417 S
20.00 1 16.18 13.37
10.00

0.00 A

~
N
[¢]
\]

58.88

47.26

Normalized tuning time

4129
RS

|
5
1S

crafty H
gzip o
8

bzip2
parser

GeoMean h

(a) Normalized tuning time of the whole-program tuning and the PEAK system for SPEC CPU2000
INT benchmarks on Pentium 4. Lower is better. On average, PEAK gains a speedup of 5.5.
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(b) Tuning time percentage of the six stages for SPEC CPU2000 INT benchmarks on Pentium 4.
(TSS: tuning section selection, RMA: rating method analysis, CI: code instrumentation, DG: driver
generation, PT: performance tuning, FVG: final version generation.) The most time-consuming
steps are PT, RMA and TSS.

Fig. 20. PEAK tuning time for INT benchmarks on Pentium 4.

4.4% and 4.2% respectively. PEAK achieves less performance for gzip than the
whole-program tuning, because of the low program coverage of 84%. For parser,
PEAK achieves much better performance than the whole-program tuning.

7. RELATED WORK

Our work is motivated by the observation that, in some situations, compiler
optimizations may degrade performance. Attempts to avoid such degradations
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Fig. 21. Program performance improvement relative to the baseline under O3 for SPEC CPU2000
INT benchmarks on Pentium 4. Higher is better. All the benchmarks use the train dataset as the
input to the tuning process. Whole_Train (PEAK_Train) is the performance achieved by the whole-
program tuning (the PEAK system) under the ¢rain dataset. Whole_Ref and PEAK_Ref use the ref
dataset to evaluate the tuned program performance, but still the ¢rain dataset for tuning.

at their source are important related work. Doing so is difficult, as compile-time
performance models are intrinsically limited by the knowledge available about
input data and characteristics of the execution platform. Even more difficult
is to model optimization interactions, which can be subtle and unexpected. In
addition to compile-time methods, some work has made use of runtime tech-
niques.

One attempt to alleviate the problem of optimization orchestration is to im-
prove compiler optimizations so as to reduce their potential performance degra-
dation. However, this approach has two problems: (1) Compilers can hardly
consider the interaction between all the optimizations, given the large number
of optimizations and the complexity of their interactions; (2) The compile-time
performance models used in the compiler are limited by the unavailability of
program input data and insufficient knowledge of the target architecture. Many
projects try to improve optimization performance in these two aspects, using
either compile-time or runtime techniques.

Some try to combine a few optimizations into one big pass, which considers
the interactions between the optimizations. For example, Wolf et al. [1996]
develop an algorithm that applies fission, fusion, tiling, permutation and outer
loop unrolling to optimize loop nests. Similarly, Click and Cooper [1995] show
that combining constant propagation, global value numbering, and dead code
elimination leads to more optimization opportunities. Nevertheless, it would
be very difficult, or even impossible, to combine all optimizations into one pass
that removes all possible performance degradation, because of the complexity
of the compilation task and the subtle interactions between optimizations.
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Some postpone optimizations until runtime, when accurate knowledge about

the target architecture and the program input can be supplied to the compiler:

(D

(2)

3

(4)

Similar to JVM JIT compilers [Adl-Tabatabai et al. 1998; Arnold et al.
2000, 2002; Cierniak et al. 2000], several projects aim at achieving both
portability and performance. DCG [Engler and Proebsting 1994] proposes
a retargetable dynamic code generation system; VCODE [Engler 1996] pro-
vides a machine-independent interface for native machine code generation;
DAISY [Ebcioglu and Altman 1997] generates VLIW code on-the-fly to em-
ulate the existing architectures on a VLIW architecture.

Several projects generate optimized code using runtime input via Runtime
Specialization [Consel and Noél 1996]. RCG and Fabius [Lee and Leone
1996; Leone and Lee 1998] automatically translates ML programs into code
that generates native binary code at runtime. Calpa [Mock et al. 2000] and
DyC [Grant et al. 1999] form a staged compiler [Auslander et al. 1996]:
Calpa annotates the program at compile-time; DyC creates a runtime com-
piler from the annotated program; this runtime compiler in turn generates
the executable using runtime values.

Some try to re-optimize binaries based on runtime information. Dy-
namo [Bala et al. 2000; Duesterwald and Bala 2000] (for HP workstations)
and DynamoRIO [Bruening et al. 2003] (for IA-32 machines) find and op-
timize hot traces for statically generated native binaries at runtime. Sim-
ilarly, in Merten et al. [1999, 2001] and Nystrom et al. [2001], techniques
are developed to detect hot spots and to generate new traces for runtime
optimization via hardware support. ADAPT [Voss and Eigenmann 2000,
2001] compiles code intervals under different optimization configurations
at runtime, and chooses the best version for each interval. Continuous Pro-
gram Optimization [Kistler and Franz 2003] continually adjusts the stor-
age layouts of dynamic data structures to enhance the data locality and
re-schedules the instructions based on runtime profiling.

Besides the above runtime compilation systems, some develop specific run-
time optimization techniques. For example, a runtime data and iteration
reordering technique is applied to improve data locality in Strout et al.
[2003]. LRPD test [Rauchwerger and Padua 1999; Dang et al. 2002] spec-
ulatively executes candidate loops in a parallel form, and re-executes the
loops serially when some data dependence is detected at runtime. Rus et al.
[2002] analyze the memory reference at both compile-time and runtime to
help parallelization. Runtime path profiling is proposed to help compiler
optimizations in Nandy et al. [2003]. Dynamic Feedback [Diniz and Rinard
1997] produces several versions under different synchronization optimiza-
tion policies and automatically chooses the best version by periodically sam-
pling the performance of each version.

The above techniques defer the optimizations to runtime; hence they need

to reduce or amortize additional overhead introduced to program execution. In
some systems, the baseline performance is much worse than the optimized code,
therefore, there is an opportunity to amortize the overhead by performance
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improvement from the optimizations. For example, Fabius [Lee and Leone
1996; Leone and Lee 1998] improves ML code, JIT [Adl-Tabatabai et al. 1998;
Arnold et al. 2000, 2002; Cierniak et al. 2000] improves byte code, and Dy-
namo [Bala et al. 2000; Bruening et al. 2003] improves un-optimized library
code. Some [Voss and Eigenmann 2000, 2001] off-load the compilation job to
another processor. Some [Consel and Noél 1996; Lee and Leone 1996; Leone
and Lee 1998; Mock et al. 2000; Grant et al. 1999; Auslander et al. 1996] gen-
erate a small code generator before the production run, so as to reduce the
compilation overhead at runtime. Others [Merten et al. 1999, 2001; Nystrom
et al. 2001] use hardware to reduce the profiling overhead.

The major goal of this article is to find the best compiler optimization com-
bination for scientific programs. These programs are mostly written in C or
Fortran, and the baseline is compiled efficiently under the default optimization
setting. By contrast, a large number of optimization options, 38 GCC flags in our
experiments, are involved in advanced optimizations. As the time for navigat-
ing this space is substantial, our work takes an offline optimization approach.
Similar to profile-based optimizations, this article tunes program performance
under a training input, creating an optimized, final version, which will be used
at runtime. The tuning process can also be applied in-between the production
runs.

This article takes the commonly used feedback-directed optimization ap-
proach. In this approach, many different binary code versions generated under
different experimental optimization combinations are evaluated. The perfor-
mance of these versions is compared using either measured execution times
or profile-based estimates. Iteratively, the orchestration algorithms use this
information to decide the next experimental optimization combinations, until
convergence criteria are reached. In the end, the optimization orchestration
algorithm gives the final optimal version for the entire program or important
code sections in the program.

Many performance tuning systems use this feedback-directed approach. For
example, ATLAS [Whaley and Dongarra 1998] generates numerous variants of
matrix multiplication to search for the best one for a specific target machine.
Similarly, Iterative Compilation [Kisuki et al. 1999] searches through the trans-
formation space to find the best block sizes and unrolling factors. Meta opti-
mization [Stephenson et al. 2003] uses machine-learning techniques to adjust
several compiler heuristics automatically.

The above three projects [Whaley and Dongarra 1998; Kisuki et al. 1999;
Stephenson et al. 2003] have focused on a relatively small number of optimiza-
tion techniques, while this paper tunes all optimizations that are controlled by
compiler options (e.g., all 38 GCC O3 optimization options in our experiments).

Several projects target the same optimization orchestration problem as this
paper. Random search [Haneda et al. 2005] and machine learning [Agakov
et al. 2006; Cavazos and O’Boyle 2006] are introduced to solve this problem.
The Optimization-Space Exploration (OSE) compiler [Triantafyllis et al. 2003]
defines sets of optimization configurations and an exploration space, which is
traversed to find the best configuration for the program using compile-time
performance estimates as feedback. Statistical Selection (SS) in Pinkers et al.
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[2004] uses orthogonal arrays [Hedayat et al. 1999] to compute the performance
effects of the optimizations based on a statistical analysis of profile information,
which, in turn, is used to find the best optimization combination. Compiler Op-
timization Selection [Chow and Wu 1999] applies fractional factorial design to
optimize the selection of compiler options. Option Recommendation [Granston
and Holler 2001] chooses the PA-RISC compiler options intelligently for an ap-
plication, using heuristics based on information from the user, the compiler and
the profiler. (Different from finding the best optimization combination, Adap-
tive Optimizing Compiler [Cooper et al. 2002] uses a biased random search
to discover the best order of optimizations.* In Kulkarni et al. [2004, 2006], a
genetic algorithm is used to solve the above problem. Genetic algorithms are
powerful but are converging slowly; two approaches are proposed to make the
genetic algorithm faster by avoiding unnecessary execution and reducing the
number of generations.)
Two major issues remain for optimization orchestration.

(1) How do we search through the optimization space fast and effectively, given
that the search space is huge due to the interactions between compiler op-
timizations? Complex algorithms, such as the exhaustive search in ATLAS
[Whaley and Dongarra 1998] and the automatic theorem prover in Denali
[Joshi et al. 2002], would be prohibitively slow to solve this problem for
a real application. Also, while heuristics for special environments can be
found [Granston and Holler 2001], this article looks for a more general
solution.

(2) How do we evaluate the optimized versions fast and accurately? The most
accurate method is to use the real execution time to evaluate the perfor-
mance of the experimental versions. However, given the large number of
experimental versions and the execution time of a real application, this
method takes excessively long. Attempts to develop performance models
that reduce this time [Triantafyllis et al. 2003] came at the cost of signif-
icantly less program performance. In Cooper et al. [2005], a “virtual exe-
cution” technique is introduced to derive instruction counts from branch
profile information. This method is fast but not as accurate as using real
execution times, because instruction counts cannot fully represent machine
cycles. For example, this method can hardly reflect the effectiveness of code
scheduling. Moreover, this method may fail when the control flow of a pro-
gram is significantly changed. In Lau et al. [2006], a system similar to
our PEAK is implemented for JVM. It simply uses average execution time
to evaluate performance, hoping that with a large number of samples the
evaluation may be accurate.

The goal of our PEAK system is to tune the performance of the important
code sections in a program, in a fast and effective way, via orchestrating the
optimizations controlled by compiler options. PEAK is an automated system,

4Usually, a compiler does not have the option to specify the order of the optimizations. So, this
article does not compare to Cooper et al. [2002], although the techniques developed in this article
can be extended to search for the best order of optimizations.
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targeting at the above two issues. First, a fast and effective feedback-directed
algorithm is designed to search through the optimization space, considering
the interactions between the optimizations. The effectiveness of our algorithm
stems from its ability to navigate the search space rapidly where optimizations
do not interact, but consider interactions where they exist. Second, PEAK uses
fast and accurate performance evaluation methods based on a partial execution
of the program.

8. CONCLUSIONS

The techniques developed in this paper have led to the creation of an automated
performance tuning system called PEAK. PEAK searches for the best compiler
optimization combinations for important tuning sections in a program, using
a fast and effective optimization orchestration algorithm — combined elimi-
nation. Three fast and accurate rating methods — CBR, MBR and RBR — are
developed to evaluate the performance of the optimized versions based on a par-
tial execution of the program. The PEAK compiler selects the important code
sections for performance tuning, analyzes the source program for applicable
rating methods, and instruments the source code to construct a tuning driver.
The tuning driver adopts a feedback-directed tuning approach. It continually
runs the program, loads experimental versions generated under different opti-
mization combinations, rates these versions based on the execution times, and
explores the optimization space according to the generated ratings, until the
best optimization combination is found for each tuning section. In addition to
the above functionalities, the PEAK runtime system provides the facilities to
dynamically load executables at runtime.

PEAK achieves fast tuning speed and high tuned program performance.
When our Combined Elimination (CE) algorithm is applied to the whole pro-
gram, the program performance is improved by 12% over GCC O3 for SPEC
CPU2000 FP benchmarks and 4% for INT benchmarks. Using SUN Forte com-
pilers, CE improves performance by 10.8%, compared to 5.6% improved by man-
ual tuning for FP benchmarks, and 8.1% to 4.1% for INT benchmarks. After ap-
plying the rating methods to individual tuning sections, PEAK reduces tuning
time from 2 hours to 4.9 minutes for FP benchmarks, and from 1.2 hours to 13
minutes for selected INT benchmarks, while achieving equal or better program
performance.
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